Sparse Days Meeting 2017 at E CERFACS

Scalability Analysis of Sparse Matrix Computations
on Many-core Processors

Weifeng Liu
Norwegian University of Science and Technology, Norway

Science & Technology Facilities Council

W Rutherford Appleton Laboratory

Norwegian University of Science and Technology

Invent the Future University of Technology

PVirginiaTech T [g s

September 6t — 8th, 2017, Toulouse, France

@ NTNU




Sparse matrices

« If the majority of entries in a matrix are zeros, we can store the matrix using
a sparse representation that only records nonzero entries.

« The Compressed Sparse Row (CSR) format is the most widely used.
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Sparse matrices

« If the majority of entries in a matrix are zeros, we can store the matrix using
a sparse representation that only records nonzero entries.

« The Compressed Sparse Row (CSR) format is the most widely used.
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Sparse matrices

« If the majority of entries in a matrix are zeros, we can store the matrix using
a sparse representation that only records nonzero entries.

« The Compressed Sparse Row (CSR) format is the most widely used.
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Sparse matrices on many-core processors
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Sparse matrices on many-core processors
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Four kernels used to study scalability

e Sparse matrix-vector Multiplication (SpMV)
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Four kernels used to study scalability

e Sparse matrix-vector Multiplication (SpMV)
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Four kernels used to study scalability

e Sparse matrix-vector Multiplication (SpMV) e Sparse transposition (SpTRANS)
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e Sparse matrix-matrix Multiplication (SpGEMM)




Four kernels used to study scalability

e Sparse matrix-vector Multiplication (SpMV) e Sparse transposition (SpTRANS)
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e Sparse matrix-matrix Multiplication (SpGEMM) e Sparse triangular solve (SpTRSV)
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956 matrices used to study scalability

e 00 UFgui: UF Sparse Matrix Collection
~selection criteria rmatrix icon——————
< number of rows <
< number of columns <
100000 < number of nonzeros < 200000000
0.0 < pattern symmetry < 1.0 -
0.0 < numerical symmetry < 1.0
shape (e square () rectangular () either
positive definite? () yes ) no (®) either "= -
2D/3D discretization? () yes & @ either -
real or complex? () real () complex () either -
group kind
(all groups) (all kinds)
ACUSIM 2D/3D
AG-Monien acoustics
AMD biochemical network
ANSYS bipartite graph
ATandT chemical process simulation
Alemdar circuit simulation
| Select | | Deselect | | Reset criteria | Clear selections | | Help |
/Users/liuweifeng/Downloads /UFget/
select ' mat MM RB |id “ Group Name # rows # cols # nonzeros | real binary 2D/3D posdef]|
[ - - - 1HB 1138_bus 1138 1138 4054 yes no no yes
[ - - - 2 HB 494 _bus 494 494 1666 yes no no yes
) - - - 3 HB 662_bus 662 662 2474 yes no no yes
[ - - - 4 HB 685_bus 685 685 3249 yes no no yes
Q- - - 5 HR ahh213 213 17A 1557 ves _wvas _nn__ nn
download
| Download | [ ] MATLAB (mat) (¥ Matrix Market (MM) [ | Rutherford/Boeing (RB) Matrices selected: 956
Cancel Overall progress: | Current file: |
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956 matrices used to study scalability

® O 0 UFgui: UF Sparse Matrix Collection
selection criteria matrix icon
< number of rows <
< number of columns <
100000 < number of nonzeros 200000000
< pattern symmetry < Q -
0.0 < numerical symmetry < 1.0
shape Yectangular () either
square matrices;. . . e @ ether o
q 3D discretization? yes O either : !
— e =
100K <= numbef¥ 6f ﬁon2ér0§ o 0
(all groups) (all kinds)
ACUSIM 2D/3D
AG-Monien acoustics
AMD biochemical network
ANSYS bipartite graph
ATandT chemical process simulation
Alemdar circuit snmulatlon
| Select | Deselect | | Reset criteria | Clear selections | Help |
/Users/liuweifeng/Downloads /UFget/
select ' mat MM RB |id “ Group Name # rows # cols # nonzeros | real binary 2D/3D posdef]|
|- - - 1HB 1138_bus 1138 1138 4054 yes no no yes
- - - 2 HB 494 _bus 494 494 1666 yes no no yes
- - - 3 HB 662_bus 662 662 2474 yes no no yes
] - - - 4 HB 685_bus 685 685 3249 yes no no yes
- - - 5 HR ahh213 213 17A 1557 ves _wvas _nn__ nn
download
| Download | [ | MATLAB (mat) (¥ Matrix Market (MM) [ | Rutherford/Boeing (RB) Matrices selected: 956
Cancel Overall progress: | Current file: |




956 matrices used to study scalability

® O 0 UFgui: UF Sparse Matrix Collection
selection criteria matrix icon
< number of rows <
< number of columns <
100000 < number of nonzeros 200000000
< pattern symmetry < Q -
0.0 < numerical symmetry < 1.0
shape ectangular () either
square matrices;.. " @ ether o
q 3D discretization? yes ) O either : !
— e =
100K <= numbef¥ 6f ﬁon2ér0§ o 0
(all groups) (all kinds)
ACUSIM 2D/3D
AG-Monien acoustics
AMD biochemical network
ANSYS bipartite graph
ATandT chemical process simulation
Alemdar circuit snmulatlon
| Select | Deselect | | Reset criteria | Clear selections | Help |
/Users/liuweifeng/Downloads /UFget/
select ' mat MM RB |id “ Group Name # rows # cols # nonzeros | real binary 2D/3D posdef]|
|- - - 1HB 1138_bus 1138 1138 4054 yes no no yes
- - - 2 HB 494 _bus 494 494 1666 yes no no yes
- - - 3 HB 662_bus 662 662 2474 yes no no yes
] - - - 4 HB 685_bus 685 685 3249 yes no no yes -
- - - 5 HR 2hh313 212 176 1557 vas  wes  nn_ nn 956 t
matrices
Ll
| Download | || MATLAB (mat) @] Matrix Market (MM) [ | Rutherford/Boeing (RB) MatricesGelected: 956 > from I n total
Cancel Overall progress: | Current file: | 2757 matri ces




Three GPUs used to study strong scalability

e nVidia GeForce Titan X, Pascal GP102, 3584 CUDA
cores @ 1.4 GHz, 10.1 Tflops (SP), 3 MB L2 cache,
12GB GDDRS5X, 480 GB/s B/W.

e nVidia GeForce GTX 1080, Pascal GP104, 2560 CUDA
cores @ 1.6 GHz, 8.2 Tflops (SP), 2 MB L2 cache,
8GB GDDR5X, 320 GB/s B/W.

e nVidia GeForce GTX 1060, Pascal GP106, 1280 CUDA
cores @ 1.6 GHz, 4.1 Tflops (SP), 1.5 MB L2 cache,
6GB GDDRS5, 192 GB/s B/W.

Ratio of peak perf. 1:2:2.5 Ratio of bandwidth 1.2:2:3
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Kernel 1. Sparse Matrix-Vector Multiplication

(SpMV)
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SpMV

Multiply a sparse matrix A by a dense vector x, and obtain a resulting dense
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Parallel SpMV (using the CSR format)

Assign a row block to one core of a many-core processor.
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Nathan Bell, Michael Garland. Implementing Sparse Matrix-Vector Multiplication on
Throughput-Oriented Processors. SC09.
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Parallel SpMV (using the CSR format)

Assign a row block to one core of a many-core processor.

Q w—p> core 0

QQ ) core 1

) core 2

Q QQ m— core 3

Nathan Bell, Michael Garland. Implementing Sparse Matrix-Vector Multiplication on
Throughput-Oriented Processors. SC09.
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Parallel SpMV (using the CSR format)

« Assign a row block to one core of a many-core processor.
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Nathan Bell, Michael Garland. Implementing Sparse Matrix-Vector Multiplication on
Throughput-Oriented Processors. SC09.
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Scalability of SpMV using CSR

CSR (Bell et al., SC09, cuSPARSE 8.0)
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Scalability of SpMV using CSR

CSR (Bell et al., SC09, cuSPARSE 8.0)
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Scalability of SpMV using CSR

CSR (Bell et al., SC09, cuSPARSE 8.0)
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Parallel SpMV (using the COO format)

Evenly assign nonzeros to cores, compute partial products, sum the products
for the same row by “segmented sum”.
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Guy Blelloch, Michael Heroux, Marco Zagha. Segmented
Operations for Sparse Matrix Computation on Vector
Multiprocessors. TechReport, Carnegie Mellon University, 1993.
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Scalability of SpMV using COO

COO (Blelloch et al., TechReport93)
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Scalability of SpMV using COO

COO (Blelloch et al., TechReport93)
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Contradiction btw. scalability and high perf.

200 CSR (Bell et al., SC09, cuSPARSE 8.0) 200 COO (Blelloch et al., TechReport93)
: e®e Titan X : : : : eee Titan X
e®e GTX 1080 ; ; ; . |eee GTX 1080
e®e GTX 1060 ; ; ; . |eee GTX 1060
150t T
) L a N
O OO+ QOO bbb
[G] G
SO
0 olsd ‘ .

Variation (row size distribution)

Variation (row size distribution)

For regular matrices For both regular and
(uniform dist.), irregular matrices
high performance (power-law dist.),

method cannot scale. scalable method gives
low performance.
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Contradiction btw. scalability and high perf.

COO (Blelloch et al., TechReport93)

eee Titan X
e®e GTX 1080
e®e GTX 1060

CSR (Bell et al., SC09, cuSPARSE 8.0)

eoe Titan X
e®e GTX 1080
e®e GTX 1060

the best of both
worlds ‘
(scalability + high arition (row size distibution)
For regular matrices performance)? For both regular and
(uniform dist.), irregular matrices
high performance (power-law dist.),

method cannot scale. scalable method gives
low performance.

27 @ NTNU




yaSpMV (and the BCCOO/BCCOO+ formats)

« Store a matrix with 2D blocks, use bit-flag for row offset of reduced size, and
use “segmented sum” for load balancing, auto-tune parameters.
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Shengen Yan, Chao Li, Yunquan Zhang, Huiyang Zhou. yaSpMV: Yet Another SpMV
Framework on GPUs. PPoPP14.
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Scalability of yaSpMV

yaSpMV (Yan et al., PPoPP14)
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Contradiction btw. scalability and high perf.

COO (Blelloch et al., TechReport93)

CSR (Bell et al., SC09, cuSPARSE 8.0) yaSpMV (Yan et al., PPoPP14) 200

200
eoe Titan X : : : G : : : : eee Titan X
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Variation (row size distribution) Variation (row size distribution) Variation (row size distribution)

For regular matrices For all matrices, For both regular and
(uniform dist.), we now have both irregular matrices
high performance scalability and high (power-law dist.),

method cannot scale. performance. scalable method gives
low performance.

@ NTNU

30




Contradiction btw. scalability and high perf.

COO (Blelloch et al., TechReport93)

CSR (Bell et al., SC09, cuSPARSE 8.0) yaSpMV (Yan et al., PPoPP14) 200

200
eoe Titan X : : : G : : : : eee Titan X
eee GTX 1080 ‘ ‘ ‘ L |eee DtanX o : : : . |eee GTX 1080
eee GTX 1060 eee GTX 1060 ‘ ‘ ‘ i |eee GTX 1060
sol e sol
wn w i
a ‘ ‘ ‘ ‘ ‘ ‘ 3 3 ‘ ‘ ‘ ‘ ‘ ‘
8100f i 5 & 100 b
© (U] O] : : :
O
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Variation (row size distribution) Variation (row size distribution) Variation (row size distribution)

For regular matrices For all matrices, For both regular and
(uniform dist.), we now have both irregular matrices
high performance scalability and high (power-law dist.),

method cannot scale. performance. scalable method gives
low performance.
But...
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Data conv. and autotuning cost of yaSpMV

5 Format conversion & auto-tuning cost

e0e CSR->yaSpMV (Titan X)
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Data conv. and autotuning cost of yaSpMV

Format conversion & auto-tuning cost

: e®e CSR->yaSpMV (Titan X)
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Data conv. and autotuning cost of yaSpMV

1 Format conversion & auto-tuning cost
. 2 (X CSR->yaS&MV (Titan X)
[ J . . . . . .

L A A L O w

A single _
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The CSRS5 format (our work)

« Organize nonzeros in Tiles of identical size. The design objectives include load
balancing, SIMD-friendly, low preprocessing cost and reduced storage space.

m=8, n=8, nnz=34 w=4, o=4 rowpt=[0 57 71417192634] tile_ptr[= 0 4 7 8]
col_idx[]= val[]= bit-flag[]= N
M e 0716 " TEFF yofsetl=[0 13 3]
2127 FTFF seg_offset]= [0 1 0 0] » Tie0
3 3 3 1 FFFT
A= W ¢6 0 4 3"1 FTFF empty_offset[]= [O 13 4} )
= TFFF y_offset[]= [O 33 4] )
-|I:— E '|I:' E seg_offset[]= [1 0 1 0} > Tile 1
T F F F| empty_ offset[]= [Q} )
] ] The tile_desc composed of four groups of data.

Weifeng Liu, Brian Vinter. CSR5: An Efficient Storage Format for Cross-Platform
Sparse Matrix-Vector Multiplication. /CS15.
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bit-flag =

7

0

CSRS: tiling

00 -

o

o
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-

00

00000000

A (8x8), 34 nonzeros
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CSRS5: tiling 0|7 & T|F
0 00 | 100/ 2, T
o o 3|3 ‘5 FIF
6 (4 ) F
00000 00
O 0 ©
00
0000000
00000000
A (8x8), 34 nonzeros
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bit-flag

value

column index

F
T

D000 | T F|F
000

0/7/1|6 |OOO T F|F|F

3
0

CSRS: tiling

°°2127

o

o

-

0000000

00

00000000
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bit-flag

value

column index

OO0 ) FIF|F|T

OOO ) | F|T FIF

7 DO F i T|F|F

4

0

0/7/1|6 |OOO T F|F|F

313 |3

6

CSRS: tiling

69212

o

-

0000000

00000 00
o

00

00000000

A (8x8), 34 nonzeros
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bit-flag

value

column index

OO0 ) FIF|F|T

OOO ) | F|T FIF

o
»
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7 DO F i T|F|F

4
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0/7/1|6 |OOO T F|F|F
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6

CSRS: tiling

69212

o
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@ O
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A (8x8), 34 nonzeros
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bit-flag =

0/7/1|6 |OOO T F|F|F
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OOO ) | F|T FIF
000
000
00

OO0 ) FIF|F|T
(705,
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bit-flag =

0/7/1|6 |OOO T F|F|F

OO0 ) FIF|F|T
OOO ) | F|T FIF
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column index = value = bit-flag =

CSRS: tiling o |7 116 @G0 [ T[F[FIF

21127 @ @ r|T|F|F

%00 °2[:EEM 0609 < r I

6|04 €core)0h (FlT|F|F

00000 A @S0 [

0 © ) OGO |T|FIF|F

4 C}QE%DC} FIF|T|F

Q000 5 GGOFHE\‘;].E,; TIF|FI|F
00000 00

A (8x8), 34 nonzeros
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column index = value = bit-flag =

CSR5: tiling  [0]7 Q@500 [T F
)L (7]

0 6 00 060
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Q550
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CSR5: tile-wise transposition

value (CSR5) =

a /
1 /
/
/
/
4
v

-
'n@ ﬁ@
\u
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~,
\\
~

eee

Match SIMD pattern,
enhance compute efficiency.
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Direct use CSR data,
reduce the preprocessing cost
for converting CSR to CSRS5,
and reduce storage space.
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CSRS: tile pointer array Tile pointer records

0 e o e tile pointer = the row indices of the

first entries in tiles. If
7|8 .
empty rows exist in a
tile, the its pointer is
negative.
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.

: tile pointer array Tile pointer records

0 Q \Qe tile pointer = the row indices of the
first entries in tiles. If
> 0114|718 .
N\ empty rows exist in a
tile, the its pointer is
negative.
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.

tile pOI nter array Tile pointer records
0 Q \ e tile pointer = the row indices of the

first entries in tiles. If
—> 718 ..
empty rows exist in a

/ tile, the its pointer is
— tive.
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tile pOI nter array Tile pointer records
0 Q \Qe tile pointer = the row indices of the

first entries in tiles. If
- 0114|718 ..
empty rows exist in a

/7‘4 tile, the its pointer is
negative.
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tile pOI nter array Tile pointer records
0 Q \Qe tile pointer = the row indices of the

first entries in tiles. If
—>| 4 |7 |8 .
empty rows exist in a
tile, the its pointer is
negative.
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CSRAS: tile descrlptor mfo y offset lets each

column know the y

G 9 9 0 e p inter index to save its
a e yfﬂ% partial products.
00000 00 A EIERE
Q 0 O 0 0000 00
00 Q@ 0000
0000000 0O 0000
00000000 0 0000
A (8x8), 34 nonzeros
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CSRAS: tile descrlptor mfo y offset lets each

column know the y

G 9 9 Q e p inter index to save its
” e YMIPHMUGS
00000 00 JEEERE
© 0 O 000000 00
90 00 0000
0000000 00 0000
00000000 00 0000
A (8x8), 34 nonzeros
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CSRAS: tile descrlptor mfo y offset lets each

column know the y
e p index to save its

MI products.
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CSRS5: SIMD-friendl



CSR5: SIMD-friendlv and cross platform
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CSR5: SIMD-friendlv and cross platform

lock-step SIMD + scatter
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CSR5: SIMD-friendlv and cross platform

lock-step SIMD + scatter
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CSR5: SIMD-friendlv and cross platform

fast segmented sum
using prefix sum

lock-step SIMD + scatter
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CSR5: SIMD-friendlv and cross platform

fast segmented sum
using prefix sum

Only use the most
basic SIMD operations,
thus easy to port to

lock-step SIMD + scatter CPU, GPU and Xeon Phi.
(now supports AVX2, KNC, AVX512,
CUDA and OpenCL)




CSR5: naming
m=8, n=8, nnz=34 w=4, o=4 OW PUIEPO 5 7 7 1417 19 26 34| ile_ptell=> 0 4 7 8|

X bit-flag[]= .
nnq TEFE y offsetf= [0 1 3 3
FTFF seg offset[]=[0 10 O} > TileO
FFFT

- mm FTFF emptyoffsetl= 0 13 4]

TFFF oﬁset[=[0334}\
l E E E seg_offset]= [ 1 0 1 0] » Tiet

TFFF empty_offset[]=[ ] )

Tmposed of four groups of data.

Compared three groups of info for CSR, CSR5 uses CSR data and
stores five groups of info. So it is called CSR5.
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Scalability of SpMV using CSRS5

CSR5 (Liu et al., ICS15)

200 .
e0¢ Titan X
e®e GTX 1080
: : : : e0e GTX 1060
500

power-law

dist.
mEm

i i i i i i
00 1 2 3 4 5 6 7
Variation (row size distribution) Q

uniform

dist.
@

o0

el




Scalability of SpMV using CSRS5

CSR5 (Liu et al., ICS15)

200 .
e0¢ Titan X
e®e GTX 1080
: : : : e0e GTX 1060
1500

power-law

dist.
mEm
%”% Variation (row size distribution) Q

uniform

dist.
@

o0

el




Scalability of SpMV using CSRS5

SpMV perf.

CSR5 (Liu et al., ICS15) .
200 ; ; ; — scales with
o0 Titan X
eee GTX 1080 hardware perf.,
: : : eoe GTX 1060 . . .y
; ; | | : : and is insensitive
150_ """"" coorrre oo oo oot N .
5 | 5 5 5 5 to sparsity
" structures.
a 5 5 5 5 5 5
2 100F- o S A A S o I
5 /
TPy - ' I
uniform - power-law
dist. - 9 dist.
PO

@

el

%ﬁ% Variation (row size distribution) Q




Data conv. and autotuning cost of CSR5

5 Format conversion & auto-tuning cost

E : e®e CSR->yaSpMV (Titan X)
' & CSR->CSR5 (Titan X)
10p €, i A T T T T T
A | | | | |

Time (seconds)

power-law

dist.
mEm
%”% Variation (row size distribution) Q

uniform
dist.
@

o0

el




Data conv. and autotuning cost of CSR5

5 Format conversion & auto-tuning cost

: : e®e CSR->yaSpMV (Titan X) i
o® & > C3R=CaR5 (Titan X) Preprocessing cost

10fp® oo RN T F — — : for CSRS5 is just
$° . o the cost for
T SR S D S a few SpMV.

Time (seconds)

power-law

dist.
mEm
%ﬁ% Variation (row size distribution) Q

uniform
dist.
@

o0

el




Source code of CSR5 on Github

O This repository Pull requests Issues Marketplace Explore A +~ . ~
1 bhSPARSE / Benchmark_SpMV_using_CSR5 @Unwatch~ | 6 SStar | 23 YFork 11
<> Code Issues 1 Pull requests 0 Projects 0 Wiki Settings Insights ~
CSR5-based SpMV on CPUs, GPUs and Xeon Phi Edit
Add topics
D 42 commits ¥ 1 branch © 0 releases 42 2 contributors s MIT
Branch: master v New pull request Create new file = Upload files  Find file Clone or download v
bhSPARSE rename folder phi to knc_phi Latest commit 7640edb on Jan 5
8 CSR5_avx2 Fixed issues that resulted in wrong results with a not initialized y-... a year ago
B CSR5_avx512 update avx512 version for KNL and OpenCL version for nVidia GPUs 8 months ago
B CSR5_cuda Update anonymouslib_cuda.h ayear ago
B CSR5_knc_phi rename folder phi to knc_phi 8 months ago
B CSR5_opencl_amd Upload. 3 years ago
B8 CSR5_opencl_nvidia update avx512 version for KNL and OpenCL version for nVidia GPUs 8 months ago
[E) LICENSE Initial commit 3 years ago
[E) README.md Update README.md 8 months ago

https://github.com/bhSPARSE/Benchmark_SpMV_using_ CSR5
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CSRS5 in MAGMA

A\ A O CSR (cuSPARSE 8.0)
80 A HYB (cuSPARSE 8.0)[ |

\ A SELL-P (MAGMA 2.2)| |
v CSR5 (MAGMA 2.2)

AYNL N A
A= /AW, /
AYsa y; A

-/

Test matrices

Figure from Dr. Hartwig Anzt at ICL, UTK; Device: NVIDIA Tesla P100; Precision: double.
69 @NTNU




Scalability, high perf. and low preproc. cost

(choose two of the three?)

low
preproc.
cost

high

scalability
perf.
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71

Scalability, high perf. and low preproc. cost

(choose two of the three?)

high
perf.

CSR

low
preproc.

cost

scalability
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Scalability, high perf. and low preproc. cost

(choose two of the three?)

CSR

low
preproc.
cost

high

N,
oerf. scalability I
S
Q




Scalability, high perf. and low preproc. cost

(choose two of the three?)

V 3
=
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Scalability, high perf. and low preproc. cost

(choose two of the three?)

7

low
preproc.
\ cost

yaSpI\/IV \X/(?




Scalability, high perf. and low preproc. cost

(choose two of the three?)

CSRQO

J

<%
o IN&
N G

\ /\Q\

/
high scalability
perf.

.

yaSpMV == 3




Kernel 2. Sparse Matrix-Matrix Multiplication

(SpGEMM)
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SpGEMM

* Multiply a sparse matrix A by a sparse matrix B, and obtain a resulting
sparse matrix C.

- o © O
QO 19 0O Q O D

O 0O
0 00 - DOCED

A B C
(4x4) (4x4) (4x4)
sparse, 6 nhonzeros sparse, 6 nonzeros sparse, 8 nonzeros
O NTNU




SpGEMM challenge 1 - unknown nnzC

The number of nonzeros in C is unknown in advance. Thus it is not possible
to pre-allocate C precisely.

- o

00 | | 0 © ’?
9 0
0 00 0 '

A, nhzA=06 B, nnzB =6 C,nnzC="7?

78 @ NTNU




SpGEMM challenge 1 - unknown nnzC

The number of nonzeros in C is unknown in advance. Thus it is not possible

to pre-allocate C precisely.

-

QO

0 O

o

o

0O O

o

O
-

-

C,nnzC="7?

A, nhzA=06 B, nnzB =6
A 2-phase method: symbolic SpGEMM first and numeric SpGEMM later?
il XTTTI=TTT-T|— Allocate 21l decz
71T = =TT space of size nnzC i 1506 7

79
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SpGEMM challenge 1 - unknown nnzC

The number of nonzeros in C is unknown in advance. Thus it is not possible
to pre-allocate C precisely.

o o
@0 | | .0 o

@ o
0 00 7 ’

A, nhzA=06 B, nnzB =6 C,nnzC="7?
A 2-phase method: symbolic SpGEMM first and numeric SpG ‘ later?
O:
T T [ Al f :€¥v

XTI~ saceé%;éLGE d[ e
TLITIT T TITIT P 4l 56 7
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SpGEMM challenge 1 - unknown nnzC

The number of nonzeros in C is unknown in advance. Thus it is not possible
to pre-allocate C precisely.

o o
@0 | | .0 o

@ o
0 00 7 ’

A, nhzA=06 B, nnzB =6 C,nnzC="7?
A 2-phase method: symbolic SpGEMM first and numeric SpG ‘ later?
O:
T T [ Al for EW

TLITIT T TITIT space f 4l 56 7
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SpGEMM challenge 2 - parallel insertion

Because of the compressed sparse format, the result nonzeros are
“inserted” into C, but not “added” to predictable locations of C.

QO o
QO O O
O O
O 00 -

A

row 3 of C
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SpGEMM challenge 2 - parallel insertion

Because of the compressed sparse format, the result nonzeros are

“inserted” into C, but not "added” to predictable locations of C.
o)

QO

et 0%

O

QO

_

L

f)v'

()

-

L5

o

O

—_—

83

—Q

o
o

-

B

row 3 of C
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SpGEMM challenge 2 - parallel insertion

Because of the compressed sparse format, the result nonzeros are
“inserted” into C, but not "added” to predictable locations of C. Q

Q X T /;Q Pl e o Q Q
00 0 0 v/

Q/
400
Q90 7

row 3 of C
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SpGEMM challenge 2 - parallel insertion

Because of the compressed sparse format, the result nonzeros are
“inserted” into C, but not "added” to predictable locations of C. Q

O] [0 =100
QO 0 0/ V. g0 CD

0 90/ /1 @

row 3 of C
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SpGEMM challenge 2 - parallel insertion

Because of the compressed sparse format, the result nonzeros are
“inserted” into C, but not "added” to predictable locations of C. Q

1. [T Y =00
Q0O /O 07 =00

Q Q@ +//,_;Q__,z—>v———-/’_>@©©

row 3 of C
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SpGEMM challenge 2 - parallel insertion

» Because of the compressed sparse format, the result nonzeros are
“inserted” into C, but not "added” to predictable locations of C. Q

O . [ Y =00
OO 0 0 /}/IQQ
/ D

Q QQ/,

-//
P c insert to column 2
/___) : f
-
//

—r
B




SpGEMM challenge 2 - parallel insertion

» Because of the compressed sparse format, the result nonzeros are
“inserted” into C, but not "added” to predictable locations of C. @

Q ) //,JQ/) W ettt o @ Q
00 0 0, - "/Q

Y - 4@ nsert to column 2
9 @@/ o 3
» B DOCD

Parallel hash tables? row 3 of C
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SpGEMM challenge 2 - parallel insertion

» Because of the compressed sparse format, the result nonzeros are
“inserted” into C, but not "added” to predictable locations of C. @

Q * ] A@/;/W)@ @
Q Q c Q f fuse to column 3 @

Y - 4@ nsert to column 2
9 @@/ g0 3
D OED

row 3 of C

*

Parallel hash tables?

@ NTNU




SpGEMM challenge 3 - load balancing

p1 (7
2 (@O
p3
« [0 100«
A 1D partition
on A

iImbalanced
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SpGEMIVI@chaIIenge 3 - load balancing
pl
2 (@O

“ [0 1000w

1D partition
1 2
g é g on A

@ @ Imbalanced
2D partition
( on A

iImbalanced




SpGEMM challenge 3

pl

-

-

U

-

P1@

-

-

1D partltlon A
on A
iImbalanced

2D partition
on A
Imbalanced

- load balancing

\

even partition

on A
Balanced



SpGEMM challenge 3 - load balancing

pl

-

-

o

-

pl

p2

-

(2

-

-

52 1D partition | A
on A
iImbalanced

2D partition
on A
iImbalanced

X

\

o

o

o

o

B
even partition| Accessing
on A on B

Balanced Imbalanced




SpGEMM challenge 3 - load balancing

pl

-

-

o

-

pl

p2

-

(2

-

-

52 1D partition | A
on A
iImbalanced

2D partition
on A
iImbalanced

X

\

o

o

o

o

B
even partition| Accessing
on A on B

Balanced Imbalanced

Overall - imbalanced




Scalability of SpGEMM in cuSPARSE

CuSPARSE 8.0 (Demouth, GTC12)

00¢ Titan X

20

e®e GTX 1080
00®¢ GTX 1060

sl E— S -

more more
“Iinsertion” Compression rate (#flop/#nnzC) “fusion”
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Scalability of SpGEMM in cuSPARSE

CuSPARSE 8.0 (Demouth, GTC12)

20

oo Titan X SpGEMM perf.
e®e GTX 1080 .
00e¢ GTX 1060 in genera|

scales with
hardware perf.

more more

“Iinsertion” Compression rate (#flop/#nnzC) “fusion”




Scalability of SpGEMM in cuSPARSE

CuSPARSE 8.0 (Demouth, GTC12)

20 | | vee T SpGEMM per.
: : e®e GTX 1080 ]
SpGEMM perf. g g e%e GTX 1060 in general
does not 15| S ST RO ] scales with
| g . . hardware perf.

scale with
hardware perf.

/

GFlop/s

more
“fusion”

more

“Iinsertion” Compression rate (#flop/#nnzC)




Scalability of SpGEMM in CUSP

50 CUSP 0.5 (Bell et al., SISC12)
I I oloo Titan X
: e®e GTX 1080
e®e GTX 1060
]
wn
a
© 1Of
L
G}
5_ ....................................................................
more % 5 10 15 20 __more
Insertion Compression rate (#flop/#nnzC) fusion




Scalability of SpGEMM in CUSP

CUSP 0.5 (Bell et al., SISC12)

SpGEMM perf. 20 . ———
always Nk
scales with ' | -
hardware perf.

more ———— 1T | more

“Iinsertion” Compression rate (#flop/#nnzC) “fusion”
—
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scalability and hlgh perf

CUSP 0.5 (BeII et al.,, SISC12

Contradiction btw.

cuSPARSE 8.0 (Demouth GTC12) 5

‘ pspo A e -

§10~ rrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrrr

O
5k ,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,
; : :
0O 5 10 15 20
Compression rate (#flop/#nnzC) Compression rate (#flop/#nnzC)

For regular matrices, For both regular and
high performance irregular matrices,
method cannot scale scalable method gives

or scale imperfectly. low performance.
@NTNU




Contradiction btw. scalability and high perf.

cuSPARSE 8.0 (Demouth GTC12) 20 CUSP 0.5 (BeII et al.,, SISC12
oo. Titan X : : oo. Titan X
0%¢ GTX 1080 j j e®¢ GTX 1080
009 GTX 1060 : : e®9 GTX 1060
T A —— T -
: : 0 ° : : :
: %

(scalability + high

performance)? s

Compression rate (#flop/#nnzC)

Compression rate (#flop/#nnzC)

For regular matrices, For both regular and
high performance irregular matrices,
method cannot scale scalable method gives

or scale imperfectly. low performance.
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An SpGEMM framework (our work)

Pre allocation

(constant)

Calculating

upper bound| "

Binning

% bins 2-32

Pre-allocation

(upper bound)

Stage 1

Pre-allocation

Heap method

(upper bound)

Stage 2

Pre-allocation

Bitonic ESC |

method

(fixed size)

Merge method

Re-allocation
(progressive)

J

Stage 3

Arranging
data

Stage 4

Weifeng Liu, Brian Vinter. A Framework for General Sparse Matrix-Matrix Multiplication
on GPUs and Heterogeneous Processors. JPDC. 2015. (extended from /PDPS14)

Weifeng Liu, Brian Vinter. An Efficient GPU General Sparse Matrix-Matrix Multiplication for
Irregular Data. /PDPS14.
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Scalability of SpGEMM in bhSPARSE

bhSPARSE (Liu et al., IPDPS14)

20
00¢ Titan X
00 GTX 1080
00 GTX 1060
A5 —— e N -
: : : .‘..

more more
“Iinsertion” Compression rate (#flop/#nnzC) “fusion”
—




Scalability of SpGEMM in bhSPARSE

bhSPARSE (Liu et al., IPDPS14)

20
oo Titan X SpGEMM perf.
e®e GTX 1080 .
00e¢ GTX 1060 in genera|

scales with
hardware perf.

more more

“Iinsertion” Compression rate (#flop/#nnzC) “fusion”




Scalability of SpGEMM in bhSPARSE

bhSPARSE (Liu et al., IPDPS14)

20 | | vee T SpGEMM per.
: : ®®e GTX 1080 i
SpGEMM perf. g g e%e GTX 1060 in general
in general 15 | E— N scales with
scales with I, Y hardware perf.
hardware perf. © 5 ;{.f‘?. %]
S 10f | TR el vy
o 1 ¢ i i of
Py ¥ L “‘. ‘& . @
j Do 8eg’e ¢
4 '
%
more

more
“Iinsertion”

Compression rate (#flop/#nnzC) “fusion”




Source code of thPARSE on Glthub

[ bhSPARSE / Benchmark_SpGEMM_using_CSR @Unwatch~ 1 KStar 7 YFork 5
<>Code (D lIssues 1 Pull requests 0 Projects 0 Wiki Settings Insights +

CSR-based SpGEMM on nVidia and AMD GPUs Edit

Add topics

D 33 commits ¥ 1 branch © 0 releases 22 1 contributor s MIT
.
Branch: master v New pull request Create new file = Upload files = Find file Clone or download ~
bhSPARSE update. Latest commit 51a8a38 on Apr 9, 2016

8 SpGEMM_cuda update. a year ago
8 SpGEMM_opencl Update Makefile 2 years ag
[E) LICENSE Initial commit 3 years ago
[E) README.md Update. a year ago

https://github.com/bhSPARSE/Benchmark_SpGEMM _using_CSR

cISPARSE:

Has been integated into AMD’s cISPARSE library. el Rl
https://github.com/cIMathLibraries/cISPARSE Sparse BLAS Library




Contradiction btw. scalability and high perf.

CUSP 0.5 (BeII et al.,, SISC12

cuSPARSE 8.0 (Demouth GTC12) 20 thPARSE (Liu et al., IPDPSl4)
oo. Titan X : : oo. Titan X : : ooo Titan X
00%¢ GTX 1080 } } e0®¢ GTX 1080 } } e0%¢ GTX 1080
009 GTX 1060 3 3 e0¢ GTX 1060 3 3 e0e GTX 1060
3 : 3 ° 3 3 3
ro e of | ISp e e i
- | i |
* 0y : : :
Tl 3 : : :
¥y Siof R T NPT
[T . . .
% O 5 5 5
[ 1 1 |
73 Sl s e
bt 3 3 3
it g 1 1 1
e L I .
20 0 5 10 15 20

Compression rate (#flop/#nnzC) Compression rate (#flop/#nnzC) Compression rate (#flop/#nnzC)

For regular matrices, For both regular and

high performance irregular matrices,
methods cannot scale scalable method gives

or scale imperfectly. low performance.
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Contradiction btw. scalablllty and hlgh perf

cuSPARSE 8.0 (Demouth GTC12) 20 thPARSE (L|u et al., IPDPSl4) 20 CUSP 0.5 (BeII et al.,, SISC12
T o I R R
>t @
Wy Sul s e
4 o : : :
s
e 5 e R
& 3 ? ?
. . .
20 0O 5 10 15 20
Compression rate (#flop/#nnzC) Compression rate (#flop/#nnzC)
regular matrices, For both regular and
high performance irregular matrices,
ethods cannot scale scalable method gives
or scale imperfectly. low performance.
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Kernel 3. Sparse Transposition

(SPTRANS)

I ® NTNU



SpTRANS

« Transpose a sparse matrix A (in CSR) to a sparse matrix B (i.e., AT, in
CSR). This is equivalent to a conversion from CSR to CSC, or vice versa.

row pointer = row pointer =

0/1[3]3]|6 Q Q Q 012]3]5]6
column index = Q Q Q column index =

210111023 '>© Q 1131111033
value = value =
ooeoee © 00 O ooe0eo
A AT
(4x4) (4x4)

sparse, 6 nonzeros sparse, 6 nonzeros
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ScanTrans and MergeTrans (our work)

« ScanTrans: evenly assign nonzeros, then vertical/horizontal scan for offsets

0/0/0/0
2/10[1(0]2]3 olololo 1o

000000 core 0 [1[ 1] 1] 0]f

211121 [0]2|3]|5]6
core 0 || core 1 core 1 [ 19091919  core 0 core 1
 MergeTrans: evenly assign nonzeros, transpose submatrices, then merge
0]1/2]3]|3 0[1/1]2]3
1111110 3133
O] core 0| |GG core 1

Hao Wang, Weifeng Liu, Kaixi Hou, Wu-chun Feng. Parallel Transposition of

Sparse Data Structures. /ICS16.
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Scalability of MergeTrans on KNL

5MergeTrans (Wang et al., ICS16) & MKL

MergeTrans-64t)
MergeTrans-32t)
MergeTrans-16t)

MKL) 5

e®e KNL-Phi
| eee KNL-Phi

; e®e KNL-Phi
4Ry RS e®e KNL-Phi

o~ o~ o~~~

3
(%2
)
O
2
1 i
1
[ ]
(]
more 80 o1 02 03 04 05 ~ more
dense Densitv~! (#rows/#nonzeros) sparse
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Scalability of MergeTrans on KNL

5MergeTrans (Wang et al., ICS16) & MKL

00 KNL—PEi 2MergeTrans—64t;
. ee KNL-Phi (MergeTrans-32t
SpTRANS perf. | cee KNLPh <M§F82TF§2§-16t)
in general L | R KNL-Phi (MKL) -
scales with
hardware perf. ({86 A
(64t is the best) 3 é 5
TR S—— s e
Qe . S
(1) 'o
[ ] [ ]
." o9 »® o
more ) 0.3 0.4 0.5 ~ more
dense Densitv~! (#rows/#nonzeros) sparse
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Scalability of MergeTrans on KNL

s MergeTrans (Wang et al., ICS16) & MKL SpTRANS perf.
: o0, Emtgﬂl (Merge?ans—ggt) does not
_Phi -32t .
SpTRANS perf. § cee KNLPhi §Mg;82TF222-16t; scale with
)| KL (TKL) ' hardware perf

in general

scales with
hardware perf.
(64t is the best) 3

(32t is the best)

more
“sparse”

‘r‘nore ) 0 0.3 0.4 0.5
dense Densitv! (#rows/#nonzeros)
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Scalability of MergeTrans on KNL

s MergeTrans (Wang et al., ICS16) & MKL SpTRANS perf.
: o0, Emtgﬂl (Merge?ans—ggt) does not
_Phi -32t .
SpTRANS perf. § cee KNLPhi §M§?8§TF22§-168 scale with
)| KL (TKL) ' hardware perf

in general

scales with
hardware perf.
(64t is the best) 3

(32t is the best)

SpTRANS perf.
inversely
scales with

' “f'.;l """" . """""" |
38 iy | 7 e pert,
e te e more

“sparse”

more ]
“dense” Densitv! (#rows/#nonzeros)
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Scalability of MergeTrans on KNL

s MergeTrans (Wang et al., ICS16) & MKL SpTRANS perf.

, eoe¢ KNL-Phi (MergeTrans-64t) does not

SpTRANS perr. a0 KNLPhi (MergeTrane. 26t scale with
in general ™ o oo KNL-Phi(MKL) ' hardware perf.
scales with : : (32t is the best)

hardware perf. @
(64t is the best) 3

SpTRANS perf.

inversely
scales with
1 hardware perf.
(16t is the best)
. 0.1 0.2 . more
“dense” Densitv™! (#rows/#nonzeros) “sparse”
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Source code of Scan/MergeTrans on Github

O This repository Pull requests Issues Marketplace Explore A +~ . v
L vtsynergy / sptrans @Watch~ 4  HStar 0  YFork 0
<> Code Issues 0 Pull requests 0 Projects 0 Wiki Insights +

No description, website, or topics provided.

D 6 commits ¥ 1 branch © 0 releases 22 1 contributor &fs LGPL-2.1

Branch: master v New pull request Create new file = Upload files = Find file

Kaixi Hou Init upload Latest commit 73ed57d 27 days ago
[ LICENSE Init upload 27 days ago
[E) Makefile Init upload 27 days ago
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Kernel 4. Sparse Triangular Solve

(SpTRSV)
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SpTRSV

« Compute a dense solution vector x from a sparse linear system Lx=b, where
L is a square lower triangular sparse matrix, and b is a dense vector.
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Level-set method for SpTRSV

The level-set method has two phases: (1) group nodes (x,-x,,1) that can be
consumed in parallel, and (2) solve nodes group by group with barriers between.
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Scalability of level-set method for SpTRSV

Level-set (cuSPARSE 8.0)
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Scalability of level-set method for SpTRSV
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Scalability of level-set method for SpTRSV
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Sync-free method for SpTRSV (our work)

« All cores (one for each column as a node) are activiated: some of them compute
solution, the others busy-wait for spin-locks unlocked to start.

O CSRrow ptr:| 0 |1 ]2 |4 |6
Q @ @ CSCcolumn ptr: |0 |2 |4 | 5|6
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Weifeng Liu, Ang Li, Jonathan Hogg, lain S. Duff, Brian Vinter. Fast Synchronization-Free
Algorithms for Parallel Sparse Triangular Solves with Multiple Right-Hand Sides. CCPE. 2017.
(extended from Europar16)

Weifeng Liu, Ang Li, Jonathan Hogg, lain S. Duff, Brian Vinter. A Synchronization-Free Algorithm
for Parallel Sparse Triangular Solves. Europar16.




Scalability of sync-free method for SpTRSV

Sync-free (Liu et al., Europarl6)
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Scalability of sync-free method for SpTRSV

Sync-free (Liu et al., Europarl6)
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Scalability of sync-free method for SpTRSV
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Scalability of sync-free method for SpTRSV
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Source code of sync-free SpTRSV on Github
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Scalability, high perf. and low preproc. cost

(choose one of the three?)
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Scalability, high perf. and low preproc. cost

(choose one of the three?)
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Scalability, high perf. and low preproc. cost
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Observations (Summary)

« The emergement of many-core processors magnifies the
scalability problem brought by sparsity stuctures, and
brings new research opportunities.

* There is no “enough good” SpMV implementation (low
preprocesing cost + scalability + high performance); as
for other operations, scalability and high performance
cannot exist together.

* Alot of work to do for sparse BLAS.

13 @ NTNU




Direct Methods for Sparse Matrices
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Direct Methods for Sparse Matrices
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